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Premature optimization is the root of all evil

B F RENEEBIIRIR

- Donald Knuth -
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Minimum Viable Product

Not like this....
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®, y{@fﬁ
I 3 - o
Like this!
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Application
Connection
Database

: File system
License OS Kernel
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Disaster Recovery

Multi Regional Resiliency

and more ...

CONSILIENCE
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License

MHS&@ (JPERCONA JMorioDB

111111




License

BARRBEREEERBEHTBR. im?

GNU GPL FYE B4 / Rt
M TE AR, AHREIRE
(555 ) BRES R (T
R NS

BCHEED GPLER

GPLER
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License

C/Java + MySQL/Percona — xﬁx

PHP/PDO + MySQL/Percona — 0 0

C/Java/PHP + MariaDB — o o

HCoWiER Database

GPLER
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Elastic business

SESPEPC Ll et
BT AR A

B TR 2 R F B R A B ER
(21858, ERTUFAERE)
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Elastic business

ARE

JRRISKE
id name is_deleted
1 Apple 0
2 Banana 1
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Elastic business
NG

MELTEMT "HE) K&

Banana

Banana
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Elastic business
YN

HEHNER LR, AIFMUEH

name is_deleted is_locked
Apple 0 1
Banana e 1 0
Y
name status
Apple 0
Banana e 1

{ O: deleted, 1: enabled, 2: locked }
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Elastic business

Fh S T
RIS

JRRISKE
id  name tagl
1 Apple admin
2 Banana reporter

3  Cherry reporter

SELECT * FROM {Table}
WHERE tagl = ‘admin’
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Elastic business

GEp O
AR =~
FIBIEE
id name tagl tag2 tag3
1 Apple admin reporter programmer

2 Banana reporter programmer NULL ALTER TABLE !!
3 Cherry reporter admin NULL

SELECT * FROM {Table}
WHERE (tagl = ‘admin’ OR tag2 = ‘admin’ OR tag3 = ‘admin’)
AND (tagl = ‘reporter’ OR tag2 = ‘reporter’ OR tag3 = ‘reporter’)

SELECT * FROM {Table}
WHERE ‘admin’ IN (tagl, tag2, tag3)
AND ‘reporter’ IN (tagl, tag2, tag3)
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Elastic business

NI =

W35

Tag

id tag SELECT * FROM {Table}

_ INNER JOIN ‘Tag’ AS t1 USING (1id)
1 admin INNER JOIN ‘Tag’ AS t2 USING (1id)
1 ¢ WHERE tl.tag = ‘admin’

fE oI AND t2.tag = ‘reporter’

1 programmer
2 reporter
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2

Elastic business

g e =
7N P
2 M:N
name id tag_id tag_id
Apple 1 1 1
Banana 1 2 2
1 3 3
2 2
2 3

name
admin
reporter

programmer
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Elastic business
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Elastic business
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Processing

Workload

OLTP
OLAP

Data warehouse

CPU intensive
Throughput
Memory intensive
Latency
Storage/IO intensive
Memory footprint
Bandwidth intensive

Performance
Security

Cost restriction

Service-level agreement
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Workload

Processing

OLTP (On-Line Transaction Processing)

@ fEM : Customer-oriented

@ [CfERFMA (response time) EXX&R =,
© 3% (concurrency) EXX&K %,

0 SREEE (volume)
(5 )
(6]

\,

!

X% (transaction) e MES,

2
2% (security) EXRE S,

W
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Workload

Processing

OLAP (On-Line Analytical Processing)

O fEA : Market-oriented \
® [O][ERFR (response time) EKE1K,

S

© #3 (concurrency) ZXK&/,
O EXEEE (volume) Z,
(5
(6

I

!

X5 (transaction) SEEMAK.

2
21 (security) EXRE1K,

W

37/117




Workload

Processing

Data warehouse

@ fEFH : Subject-oriented

Gﬁ&sﬂ (Hot) A=3b, REX, K, —=%,
© IRkl (Warm) 04n. REX, B3,

0 A&kl (Cold) 5|, BB, Bff. EH.
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Workload

Intensive
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Workload

Capacity
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High throughput

<1MS

Low latency
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Workload
Capacity

#Am%/':\' EARIR 4U 2 S1%eR,
S BNRHEY | BERREENEE.

FRBEKBBELE 46 FRE A & 46 XINEEFE A

/

43/117




Workload
Capacity

yau
/

7<

/ / --..______..--_ s Throughput

— | atency

a 0 20 30 40 50 &0 YO &8O S0 100 110 120 130 140 150

44/117




Workload
Capacity

yau
/

7<

/ / --..______..--_ === Throughput

— | atency

a 10 20 30 40 50 Eb 7 80 S50 100 110 120 130 140 150

Optimal capacity
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Workload
Capacity

E

/;
/s

m— | atency

pd

7 — 7

I
[
I
| / --..______..--_ s Throughput
I
I
|
I
I
|

—

a 10 20 30 40 EIEI EEI 7 80 S50 100 110 120 130 140 150
: I

Optimal capacity
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Workload
Capacity

e Throughput

— | atency

= = = Throughput*

= = = | gtency®

0 10 20 30 40 50 60 7O 80 90 100 110 120 130 140 150
Language / Framework / Algorithm / Hardware

300 Server - Performance +10x — 30 Server
(Price cost reduction)
(Maintenance cost reduction)
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Workload

Bond
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Scale-up

Hardware

CPU
@ REV¥ InnoDB 2 ZRE K (CPU Cache) 0
@ B 1T4E (Hyper threading) BBz
© H'E A Node Interleavmg T % NUMA 58,
O ZIZIDRIE

MySQL 5.5

REREA 16 %0, RIREARE 128,
MySQL 5.6

YTEZE/D 641D, ERFESAREERNSEE.
6 RW 7ERIRS A 1 28 Eie Bie B T 1%,

MySQL 5.7
xEED 64 0, EIRERERENTTZE,;
R RW [Elis B s AR B T P ERE
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Scale-up

Hardware

Intel Xeon (Older) Intel Xeon (Newer)

FSB (10.6 GBIs) QBI (25.6 GB/s)

North Bridge
(MCH)

North Bridge
(IOH)
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Scale-up

Hardware

Memory

O RA| LR
@ HE{REET

c““}

1% AL4F

SRR DT,

ETH
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Scale-up

Hardware

Storage
@ R8Il E, PCle NVMe SSD > SSD > HDD .

Capacity Enterprise Enterprise

HDD HDD SSD

Read 60MB/s 90MB/s 200MB/s
Bandwidth

Write 60MB/s 90MB/s 100MB/s
Bandwidth

IOPS 70 320 35,000

Latency 15ms 2ms <0.1ms

Ref: http://agigatech.com/blog/ssds-some-cold-hard-numbers-to-flavor-your-opinions/
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http://agigatech.com/blog/ssds-some-cold-hard-numbers-to-flavor-your-opinions/

Scale-up

Hardware

Storage

@ 58] E, PCle NVMe SSD > SSD > HDD ,
® [Z18E K/ (Block size) ¥t SSD REE,
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Intel SSD DC P3608 1.6TB - Average IOPS vs. Block Size U GETo Wy i,ﬂ

791,367
745,876

452,107

244,176

191,844 125,562

63,672
127,243 SIS

4}
66,517 4,040
1 33,415 1009 Read
‘ 16,565 95% Read
' i - 8,237 1.014 65% Read
I ’

42.195 50% Read

—
21,207
. 10,659 55% Read

4KiB
RKIB ~ 5 5% Read
16KiB h h
0% Read

32KiB

W 0% Read 5% Read M 35% Read 50% Read 65% Read 95% Read 100% Read

55/117
Ref: http://www.thessdreview.com/our-reviews/intel-ssd-dc-p3608-review-1-6tb-over-5gbs-and-850k-iops/2/



http://www.thessdreview.com/our-reviews/intel-ssd-dc-p3608-review-1-6tb-over-5gbs-and-850k-iops/2/

Bandwidth

18

1600

1400

SN

1200

1000

gon

GO0
400

200

1]

2128

IOPS

o000

TkB 4kB 16kB G4kB 236KE 1wB 4nB

2kB gkB J2KB

12868 21268 2mB

BO000

—

50000

40000

30000

20000

10000

../"‘\\\\

N

M,

N

1]

2128

Ref: http://jdevelopment.nl/2009/02/

1kB 4kB 16kBE G4kB 236kB 1B amB

2kB gkB J2kB

128kB  312kB 2nB

““READ 1 thread

“—READ 10 threads

WRITE 1 thread

TOWRITE 10 threads

““READ 1 thread

““READ 10 threads

WWRITE 1 thread

TWRITE 10 threads
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http://jdevelopment.nl/2009/02/

Bandwidth
1800

1600
1400
1200
1000
gon
GO0
400
200

1]

TkB
2128 2kB

IOPS

o000

m

16kB
gkB

BO000

50000

40000

%

30000

20000

10000

1]

1kB
2128 2kB

B 16kBE
gkB

R -

Laténcy

Ref: http://jJdevelopment.nl/2009/02/

““READ 1 thread

READ 10 threads

WRITE 1 thread

L}
L}
L}
]
1
n
1
]
n
n
n
n
n
L}
n
]
¥
n

WRITE 10 threads

G
J2KB

B 236KE
12868 21268

1wB
2mB

4nB

““READ 1 thread

READ 10 threads

WWRITE 1 thread

- mmomomomomomom TT

WRITE 10 threads

[

:

BB 255kB IMB 4MB
32kE 1 128kB S12KB 2MB

1
Throughput
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http://jdevelopment.nl/2009/02/

Scale-up

Hardware

Storage

@ 8|, PCle NVMe SSD > SSD > HDD,
@ =1 K/\ (Block size) ¥t SSD REE,
® &%= +RAID By HDD A~k SSD %,
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Sequential 1/0

Sequential Read/Write throughput (IMB consecutive reads/writes)

2 @ Seq read
g R B Seq write
4 HDD(raid10, xfs) Intel(xfs) Fusion(xfs)
RAID-10 > RAID-5 (RAID i=HI28REE)
battery backed up write cache (BBWC)
Ref: SSD Deployment Strategies for MySQL (2010-04-15).pdf (p16) 59/117

Ref: http://lyoshinorimatsunobu.blogspot.tw/2009/05/tables-on-ssd-redobinlogsystem.htmi



http://yoshinorimatsunobu.blogspot.tw/2009/05/tables-on-ssd-redobinlogsystem.html

Scale-up
OS Kernel

@ vm.swappiness = 1
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Scale-up
OS Kernel

@ vm.swappiness = 1
® vm.dirty_background_ratio / vm.dirty_ratio
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Scale-up
OS Kernel

@ vm.swappiness = 1
® vm.dirty_background_ratio / vm.dirty_ratio
© O scheduler (DEADLINE or NOOP)
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Scale-up

File system
OLTP

.l= <1MS

Ext4 / XFS
Journal / O _DIRECT
COMPRESSION
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Scale-up

Database

MT-malloc: jemalloc / tcmalloc / etc.
DB Engine: InnoDB / TokuDB / RocksDB
Schema design / ID

Index

Partitions

default time zone = ‘+00:00’
max_connections

sort buffer size

join buffer size

read buffer size
innodb use native aio =1
tnnodb file per table =1
innodb buffer pool size = { 65~80% of Mem }
innodb thread concurrency = { 2xCPUs }
innodb read io threads = { CPUs }
innodb write 1o threads = { CPUs }
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Scale-up

Database

OLTP

innodb_ flush method

innodb max dirty pages pct
innodb page size
innodb 10 capacity
innodb flush neighbors
innodb random read ahead
innodb read ahead threshold
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Scale-up

Connection

Connection pool (Client/Application)

O TEFTEERIRAMIIE,

0 AR MRS RAE R,

© TR, WVRN (TR AREE,

6 FIRIFER, {hA RIS SRR A2 RER,
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Application

BRAELRE 100

Scale-up

Connection
2B RE

RAELRE 200
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Scale-up

Connection
2B RE

Application

BRAELRE 100

kee
p

BRAELRE 200
{ FEREAREL 100}
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Scale-up

Connection
2B RE

Application

RAEARE 100

.. K
Application ==p Database
ERAEARE 100 BRAEARE 200
{ FIBRELREL O)
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Scale-up

Connection
ZRtEfEiRE

Application

BRAELRE 100

L Kk
Application ==p Database
B AELRE 100 N BAELSE 200
. " { FIERELREY O)

Application s )

BRAELRE 100
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Scale-up

Connection

ZRiEEE

MySQL

0 ARIEIETo N
® 1~ Connection pool B A B S
© > FEEEFERERIE,
O #ThiR 5.7 BINERAIFAHE D,
5.6 hRHY 62.5% ;
5.5 kY 40% o
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Scale-up

Application

MEEEE R 99% KRR Application

® N+1 queries / ORM
® Bad SQL

© Bad Schema Design
O Big SQL

© Big Transaction

® Big Batch
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Scale-up

Application

MEEEE R 99% KRR Application

® N+1 queries / ORM
® Bad SQL

©® Bad Schema Design
O Big SQL

© Big Transaction

® Big Batch
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Scale-up

Application

(MySQL) CHAR vs. VARCHAR
@ MREBFIRERREAR—, CHAREELLRIR,
@& MySQL 5.7.7 2#&, CHAR®&ZELL VARCHAR IR,
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Scale-up

Application

(MySQL) VARCHAR vs. VARCHAR

O FE4mIET, VARCHAR(760) 82 VARCHAR(770) 1R15
@ FLE4miF T, VARCHAR(190) tt VARCHAR(200) 1R#5
@ BT MySQL 5.7.7 Z1&, BImEZRTFRATEZER

%o
%

[e]
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Scale-up

Application

INDEX
@ Primary Index 8 MySQL1REE, ERALELFEIR,

@ Index BEA—ERFo

® Composite Index EEH,
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Scale-out
Replication

Replica
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Scale-out
Replication

Applications

Replica
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Scale-out

Clustering
Clustering Database Federation
F_—_—_—_ Customers
f{ j f ] fﬂrders DB]
Table F‘artitiﬂning Table Shardlng

Orders DB Orders DB Cusmmer's Cugtumerg
January February
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Applications

RW_~ RW RW N\ RW

Master-Master
P ,,/\; <

Database | | Database | | Database
#1 #2 #3




Applications

RW_~ RW RW N\ RW

Master-Master
-f Yy ¢

Database | | Database | | Database
#1 #2 #3

UPDATE t UPDATE t

SET ... SET ...
WHERE id=1 § WHERE id=1




Applications

RW_~ RW RW N\ RW

Master-Master
-f Yy ¢

Database | | Database | | Database
#1 #2 #3

UPDATE t UPDATE t

SET ... SET ...
WHERE id=1 § WHERE id=1

100 - 200 100 - 200




Applications

RW_~ RW RW N\ RW

Master-Master
-f Yy ¢

Database | | Database | | Database
#1 #2 #3

UPDATE t UPDATE t

SET ... SET ...
WHERE id=1 § WHERE id=1

100 - 200 100 - 200

# Deadlock / Rollback




Master-Master

Dat

abase
#1

Applications

Load balancing

Database | | Database
#2 #3




Applications

Load balancing

Master-Master

Database | | Database | | Database
#1 #2 #3

UPDATE t
SET ... SELECT ... SELECT ... SELECT ...
WHERE id=1




HA
Load balancing iamsm el | 0ad balancing
L e
R R

Master-Master

Database | | Database | | Database
#1 #2 #3

UPDATE t
SET ... SELECT ... SELECT ... SELECT ...
WHERE id=1




Percona XtraDB Cluster: Multi-node writing and Unexpected deadlocks

2012-08-17
https://www.percona.com/blog/2012/08/17/percona-xtradb-cluster-multi-node-writing-and-unexpected-deadlocks/

Avoiding Deadlocks in Galera - Set up HAProxy for single-node writes

and multi-node reads

2013-09-17
http://www.severalnines.com/blog/avoiding-deadlocks-galera-set-haproxy-single-node-writes-and-multi-node-reads

Optimizing Percona XtraDB Cluster for write hotspots

2015-06-03
https://www.percona.com/blog/2015/06/03/optimizing-percona-xtradb-cluster-write-hotspots/



https://www.percona.com/blog/2012/08/17/percona-xtradb-cluster-multi-node-writing-and-unexpected-deadlocks/
http://www.severalnines.com/blog/avoiding-deadlocks-galera-set-haproxy-single-node-writes-and-multi-node-reads
https://www.percona.com/blog/2015/06/03/optimizing-percona-xtradb-cluster-write-hotspots/

HA
Load balancing iamsm el | 0ad balancing
L e
R R

Master-Master
- ,\f//f’gh\\\j <

Database | | Database | | Database
#1 #2 #3

UPDATE t
1 SET ... SELECT ... SELECT ... SELECT ...
ERE id=1




RW

Master-Master

Database
#1

Smart Client

RW

.//\‘

Database
#2

RW N\ RW

Database
#3




Scale-out
Sharding

Chmteﬁng Database Federation
Customers
f { j f ] fﬂrders DB]
Table F‘artltmnlng Table Sharding

Orders DB Orders DB Cusmmer's Cugtumerg
January February
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Scale-out
Disaster Recovery
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Main Site

Scale-out
Disaster Recovery

| DR Site
‘ - = J = J N ‘
_ ﬂ Latency ? % Ij o] & ﬂ
- Bandwidth ? '
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Scale-out
Multi Regional Resiliency

# ________________________ - h
e b
LY
!
I \
I i
I I
HTTP Load Balancer |

I
I I
I \ :
1| | | '
(I I [ I I
I

I I | I I Cloud Storage
(I Instancea Growp I I Instance Group I I Bucket
I [ [ I I
(I I [ I I
I [ [ I |
(I I [ I I
I I I— ————————— - I I
I I
| ~ zone: us-centrall-f - ]

T A T I T T S S . -
\ I
\ !
\ i
~ region: us-central -7
B e o e e o o e e - — — - 94/117

Ref: https://cloud.google.com/solutions/scalable-and-resilient-apps



https://cloud.google.com/solutions/scalable-and-resilient-apps

Scale-out
Multi Regional Resiliency

Region A _ Region B

] ; 2 (e

Ref: https://securosis.com/blog/resilient-cloud-network-architectures-design-patterns



https://securosis.com/blog/resilient-cloud-network-architectures-design-patterns

Architecture

Business Technology

Scale-up

Application
Connection
Database

: File system
License OS Kernel
Hardware

Elastic business

Workload Scale-out

Replication

Clustering

Sharding

Disaster Recovery

Multi Regional Resiliency

and more ...

CONSILIENCE

96/117




AR

BigData
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Speed Layer Stream

Processing Incremental

WViews

MNosSaL

_— . . e o e —

10T

Serving Layer Real-time

I'i'li TN

Web Logs

[ Batch View
New Data Streams |

» N®0

ERP © -

Batch View

- e o . .

pems/ Eow CJ
Logacy ﬁ Batch Layer

—

Pre-Compute
All Data Views

98/117
Ref: https://www.talend.com/blog/2015/07/15/hadoop-summit-2015-takeaway-the-lambda-architecture



https://www.talend.com/blog/2015/07/15/hadoop-summit-2015-takeaway-the-lambda-architecture

SMACK Stack

Spcﬁzz )

T

Cassan'dra

§3 katka °

Spark - fast and general engine for distributed, large-scale data
processing

Mesos - cluster resource management system that provides efficient
resource isolation and sharing across distributed applications

Akka - a toolkit and runtime for building highly concurrent, distributed,
and resilient message-driven applications on the JVM

Cassandra - distributed, highly available database designed to handle
large amounts of data across multiple datacenters

Kafka - a high-throughput, low-latency distributed messaging system
designed for handling real-time data feeds

99/117

Ref: http://www.slideshare.net/akirillov/data-processing-platforms-architectures-with-spark-mesos-akka-cassandra-and-kafka#p4



http://www.slideshare.net/akirillov/data-processing-platforms-architectures-with-spark-mesos-akka-cassandra-and-kafka#p4

| S |
Fast Lookups \/ Complex Queries

Volume

RAM Unbounded HDD‘S'ZE Unbounded

AP i ACID i Avallabmty Ad-hoc Analytics

! ! !

Query Pattern

Redis Cassandra HBase RDBMS CauchDB MongoDB Hadoop, Spark
Memcache Riak MongoDB Neodj MongoDB RethinkDB Parallel DWH
Voldemort CouchBase RavenDB SimpleDB HBase,Accumulo Cassandra, HBase
Aerospike DynamoDB MarkLogic ElasticSeach, Solr Riak, MongoDB
( N T
i - i < < By < T < -
Cache . Big Data
\ Example Applications
100/117

Ref: https://medium.bagend.com/nosqgl-databases-a-survey-and-decision-guidance-ea7823a822d



https://medium.baqend.com/nosql-databases-a-survey-and-decision-guidance-ea7823a822d
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Micro-services
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AR

BigData

Hadoop (Java)
Spark (Java/Scala)
Cassandra (Java)
Kafka (Java/Scala)
Pig (Java)

Hive (Java)

HBase (Java)

Flink (Java)
ElasticSearch (Java)
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MONOLITHIC/LAYERED MICRO SERVICES

104/117
Ref: http://feugenedvorkin.com/seven-micro-services-architecture-advantages/
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MICRO SERVICES

RERIZ TR | REBIR TR
(IDE/ Bxi5 )

106/117




Java
Container Size

Oracle JDK (~350 MB)
Oracle JRE (~70 MB)
Oracle Server JRE (~70 MB)

Alpine Java Docker Container ?
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Java
Container Size

docker-alpine-java
<snip>
curl -jksSLH "Cookie: oraclelicense=accept-securebackup-cookie" ...

rm -rf /opt/jdk/*src.zip \
/opt/jdk/1lib/missioncontrol \
/opt/jdk/1lib/visualvm \
/opt/jdk/1lib/*javafx* \
/opt/jdk/jre/plugin \
/opt/jdk/jre/bin/javaws \

</snip>
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https://github.com/anapsix/docker-alpine-java/blob/master/8/92b14/jdk/standard/Dockerfile

License

Business Technology

Scale-up

Application
Connection
Database
File system
OS Kernel
Hardware

License
Elastic business

Workload Scale-out

Replication

Clustering

Sharding

Disaster Recovery

Multi Regional Resiliency

and more ...

CONSILIENCE
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Java

License
EE—:
Oracle/Java Z2gI%E A TEE Oracle/Java R,
JEREC
Oracle/Java BN El 2B,
<snip>

(i) you distribute the Redistributables complete and unmodified,
and only bundled as part of Programs,

</snip>

Oracle Java 88, TNEMIBEMAIZETR X

Ref: http://www.oracle.com/technetwork/java/javase/terms/license/index.html
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http://www.oracle.com/technetwork/java/javase/terms/license/index.html

Java
License

| ERE—:

OpendDK

( openjdk-7-jre-headless )
NS

<snip>

(i) you distribute the Redistributables complete and unmodified,
and only bundled as part of Programs,

</snip>

Oracle Java 88, TNEMIBEMAIZETR X

Ref: http://www.oracle.com/technetwork/java/javase/terms/license/index.html
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http://www.oracle.com/technetwork/java/javase/terms/license/index.html

MICRO SERVICES

RERIZ TR | REBIR TR
(IDE/ Bxi5 )
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MICRO SERVICES

GRS

(=)

RERIZ TR | REBIR TR
(IDE/ Bxi5 )
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INGS

KEBUE IRIEEEE RREAME (RDBMS)
hene | EREREEABNERE (35, BIFRK)

I ZGRENER (s, KRiES)
IR IR T AR e

AR ISEASE L. RAE, A (FERME)
somicns | AR O EENREERE O (EERD M)

| EEXZREBAIAFEERBIRMERT R
ARZ + BEABERRDE, FETREAREES

RIBE+FERBBERLTR, KREHAEENE, REFH
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Speed Layer - HDFS/RDBMS

Processing Incremental
Views

. B N B N N N N W W T —— ——— —

Serving Layer Real-time

|" Batch View
Mew Data Streams i

Batch View

Go

- e o . .

iﬂatr;h Layer

Pre-Compute
All Data Views

HDFS/RDBMS
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Contact

@ yftzeng@gmail.com

G https://www.facebook.com/yftzeng.tw
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